An Interactive Spreadsheet for Demonstration of 
Basic NMR and Fourier Transform Concepts
Purpose of the Demonstration

NMR spectroscopy is a very powerful analytical tool the professional chemist frequently uses mainly for structure elucidation and imaging.   This Excel demonstration and tutorial aims to demystify some of the basic NMR concepts including Fourier transformation that underlie all of the many specialized NMR techniques in use today. 
Brief overview of the Excel application:

There are a total of five spreadsheets present that build up in complexity.  
· FIDgen lets you discover how a free induction decay (FID) comes about and looks the way it does, 

· WindowF focuses on a routinely used treatment of the FID, which is the application of a Window function.
· FTInspect illustrates how Fourier transformation works and lets you discover possible artifacts that may arise during data acquisition and Fourier transformation.
· All shows all of the functionalities from the first three spreadsheets and has the spreadsheet calculations easily accessible for inspection of cell formulas. 
· Defaults contains just a list of default settings for convenience. 
Any field that is highlighted in blue is meant for interactive manipulations where the user may change values. The graphs are all shown on the spreadsheet itself so that the results of the interactive manipulations are immediately visible. (One may have to scroll up or down, or left or right a little.)
Besides the tutorial exercises below this handout presents also a step-by-step overview, along with some relevant background information, on how the FID is calculated in Part A and how the Fourier transformation is evaluated in Part B. For more detailed background please see the references listed in the provided bibliography (1-7).  Most likely, you will find yourself iteratively going back and forward between working on the tutorial exercises and reading the provided background information in the step-by-step overview, especially when it comes to exploring the effects of Fourier transformation. Enjoy!
Tutorial Exercises
As you do the exercises try to come to an own understanding for explaining all observed effects on the FID and the spectrum. As default values for the blue high-lighted cells let’s choose:
Phase (B2): 0

Number of protons (C3-E3): 1 for all three waves

Frequencies (C4-E4): 5 for wave 1, 2 for wave 2, 15 for wave 3

T2* time constant in seconds (F3): 1

Window function coefficients (H4, I4): 0 for both a and b
Receiver cut-off (H4 or J4): 10
Desired resolution of spectrum in Hz (I4 or K4): 0.1
Observations on FID and Spectrum:

Let us begin with focusing on just one wave. For this purpose, please set the number of protons to zero for waves 2 and 3. In reality, you would observe a FID with one wave for compounds either of very high symmetry such as benzene or tetramethylsilane etc. or possessing only one proton such as chloroform for example.
In FIDgen observe and discover the effects on FID and Spectrum as you change
a) The frequency between 1 – 20 Hz.
b) The number of protons to higher values.
c) T2* at a frequency at 5 Hz.
In WindowF, at a frequency of 5 Hz and T2* set at 1 second, observe and discover the effects on the NewFID and Spectrum as you change the window function parameters
a) Parameter a between zero and 1 at fixed b of 1.
b) Parameter b between zero and 10 at fixed a of 0.5.
c) Parameters a and b outside the ranges of a) and b).
Now let’s discover the effect of phase setting. In FIDgen, set the values for T2* back to the default setting and number of protons still to zero for waves 2 and 3. 

a) Check out what happens when you set the frequency of wave 1 to zero. (This scenario would be equivalent to be “on resonance” in NMR spectroscopy.)  Compare the FID graph with the T2* Decay graph. 

b) Now change the phase setting to 0.5.

c) Now change the phase setting to other values.
d) What happens if you change the phase setting in increments of 1 (e.g. 0, 1, 2, 3 … or 0.5, 1.5, 2.5…)
e) Repeat a-d for a frequency setting of 1 Hz.
Now go ahead and turn on the second wave. Note that if the two signals were to come from two chemically different types of protons of the same molecule, such as for example (neglecting coupling patterns) diethyl ether or para-bromochlorobenzene, the value for the number of protons should also be a positive integer for the second wave. In other words, the amplitudes (signal intensities) of the waves are in proportion to the stoichiometric ratio of the chemically different protons present in the molecule.  However, if the signals come from two different molecules, benzene and acetone for example, the relative amplitudes of the waves are determined by the composition of the mixture.  The meaning of the “number of protons” would change to represent concentration values, which could be any real positive number.  In any event, play at will with all the settings. It is especially interesting to study the FID pattern as one changes frequency and the number of protons.  Feel free to turn on the third wave as well at any time. 
Observations on the Fourier transformation  
Part B of the step-by-step overview of the spreadsheet explains briefly how the Fourier transform is evaluated in the spreadsheet. It is probably best to read through this before continuing. In any event, let’s begin with observing the graphs showing the results of point-by-point multiplying the FID with the trial cosine function. In FTInspect, please enter all default settings and carefully inspect all of the six shown sample graphs. Do you see a difference with regard to the number of data points greater than zero? As additional guide to your observations, the summations (FID * trial function) for each of the six sample graphs are also shown in a table. 
Next, change the phase setting from 0 to 1 in increments of 0.1 and carefully observe the 6 sample graphs along with the spectrum. (You may need to scroll back and forth a little to observe all the relevant graphs and making the setting changes.) Next, set the phase to 0.25 so that the lines in the spectrum are in “dispersion” mode. Change one of the frequencies (for wave 3 for example) to 9.7 and then increase it in increments of 0.1. Do you see that the graph “From Trial Function 100” displays first more data points below zero and then more points above zero? Notice also how the sum for the summation (FID * trial function) changes for trial function 100. How does this explain the “dispersion”-type line shape of the lines in the spectra? 
There are some interesting artifacts that can inadvertently result from improper sampling of the FID or improper Fourier transformation, and the following exercises let you discover these. Let’s change settings back to default settings but turn off waves 2 and 3 (number of protons = 0) so that we can just focus on one wave. Now change the desired resolution for the spectrum to 0.5 Hz so that the displayed spectrum will cover a range of 0-100 Hz. Next, increase the frequency of wave 1 in increments of 5 Hz all the way through 100 Hz. Isn’t it surprising what you observe?

To better understand what’s happening check out the following

· repeat again increasing the frequency in 5 Hz increments but watch carefully how the intensity changes of the displayed spectrum

· compare the observed wave at 15 and 85 Hz, 10 and 90 Hz, 5 and 95 Hz.     
· Repeat the steps above after you have changed the plot settings of the wave 1 graph to show data points rather than a line.

What you have just discovered is known as “aliasing”.  A scientist of the name Nyquist formulated a condition for the minimum sampling rate of recording a sinusoidal signal to prevent aliasing. Make your best bet what the minimum sampling rate should be for a given wave frequency. Then, check out the references in the bibliography to find out more about the Nyquist frequency, or, if you can’t quickly access the references, just do a web-search on Nyquist frequency. 
The limitation set by the Nyquist frequency not only applies on sampling the FID but also on the settings of the Fourier transformation. Even a Fourier transform from a properly sampled FID may result into an improper spectrum with the presence of so-called folded peaks. To discover this phenomenon, let’s set again all settings to default values. Now, increase the desired resolution in increments of 0.05 Hz unit.  It is interesting that also the intensities of the resonances are affected just before the folding occurs. 
To prevent aliasing and folding, today’s commercial NMR acquisition software has already restrictions included into their code, which is worthwhile mentioning here because this allows the introduction of additional common NMR terminology, namely “spectral width” and “dwell time”. The spectral width (SW) is the range of frequencies displayed in the spectrum. The dwell time (DW) is the time increment between data points in the FID.  You may have noticed in the spreadsheet:  the finer the resolution setting the smaller SW.  This is because the spreadsheet has simply a fixed number of columns (200) devoted for evaluating the product of the FID with the (200) trial functions.  Likewise, the length of the FID is set by DW and the number of FID data points, also often referred to as “size of the FID”.  In the spreadsheet (feel free to verify for yourself) the number of FID data points is 500 (i.e., 500 rows), and DW is fixed with 0.01 seconds (the row-to-row time increment).  In the spreadsheet one can change SW by the resolution setting for the spectrum in the “frequency domain” independently from the settings for generating the FID in the “time domain”.  The Nyquist frequency is a constraint that connects the settings of the time and frequency domains.  In the commercial NMR acquisition software this restriction is SW = 1/(2DW).  This restriction typically implies in commercial software that the number of data points in the spectrum is half the number of FID data points. Since digital data is stored in binary code, the number for the size of the FID, and thus the size of the spectrum, is in commercial software typically a multiple of 2 such as 128, 1024 etc. Thus, as an example for our spreadsheet, if 512 rows were used to generate the FID, 256 columns would be used for calculating the spectrum.  
Now let’s discover some more artifacts and have a very close look at just one signal. Choose a very fine resolution of 0.01 Hz and a frequency of 1 Hz for wave 1 and leave all other values at default. Now starting at a value of 0.5 seconds increase T2* in increments of 0.5 seconds and observe FID and Spectrum.  
Next, you can get similar results when doing the following. With a setting of 1 second for T2* lower the receiver cut-off to a value of 1 and then increase the number of protons in increments of 1 until about 15. 

An awareness of the artifacts you observe and how they are caused is important when acquiring NMR data.  When either the tail of the FID is cut off because the signal is still very strong at the last data point of the FID or the amplitude is clipped because the signal is stronger than the receiver can accept, then these wiggles in the baseline show up.  Some describe this type of artifact as the “snake in the grass”.  The reason for observing this artifact is that in both cases the FID function is so to speak composed of two components: the actual true FID and some sort of step function, i.e., a function that is zero at some range of values and otherwise of constant value.  The Fourier transform of such a step function is a sinc function (sin(x)/x), which when graphed is precisely of the form as the observed signal with the “snake in the grass”.  Feel free to experiment now with more than one wave. You will have to use again a larger value for the spectral resolution.  If the amplitude of only one wave is above the receiver cut-off, does this affect the other signals as well?  Why or why not? 

Step-by-step overview:

Please follow along on spreadsheet “All”.
Part A: Creation of a FID
The raw untreated NMR data is actually the FID not the spectrum. The FID is experimentally obtained from measuring voltage fluctuations in the radio frequency (rf) coil of the NMR probe that were induced by the precessing spins in the sample located inside the rf coil.  Since the voltage fluctuations are sinusoidal and diminish in time, the FID is nothing else than co-added damped cosine (or sine) waves.  Three waves, reflecting three different spins (no coupling is considered) are calculated, which is already enough to create quite complex looking FIDs. The number of protons (intensity) and the frequency of each wave may be interactively changed in the spreadsheet demonstration. A value for the phase maybe interactively changed as well. The phase value is applied to all three waves, just as in real NMR data a change in the phasing is applied to all signals. As you may have discovered by now, reasonable values to choose are as follows.

· Number of protons (cells C3, D3 and E3): zero to ten, where zero would eliminate the wave.
· Frequency (cells C4, D4 and E4): zero to one hundred Hz (although it gets interesting when we exceed what is known as the Nyquist frequency, which is one of the concepts the Demo intends to illustrate.)

· Phase (cell B2): zero to one, which changes the phase between zero to 2( radians. Entering 0.5 would be ( radians. Thus, the phase shift in degrees can be readily calculated by multiplying the value in B2 by 360o.
Column B has values for time, t, from 0 to 5 seconds in increments of 0.01 seconds. Column C calculates the first wave with the cell formula:

=$C$3*COS(2*PI()*$C$4*$B7+2*PI()*$B$2)
which in mathematical symbols is
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where N is the number of protons, f, the frequency and α the phase value. The other two waves are calculated in total analogy in columns D and E. All three waves are presented individually in the three most left graphs on the “All” spreadsheet.

If the spins were precessing in a perfect magnet without any field inhomogeneity, how fast the waves decay in time would be governed by the time constant T2, known as the “transverse relaxation time” or “spin-spin relaxation time”. For simplicity, T2 is assumed to be the same for all three waves. In reality, magnets are never perfectly homogeneous and the decay is usually dominated by the extent of the present field inhomogeneity. One commonly uses for this reason a different symbol, T2*, to indicate the effective decay time constant of the actual observed FID. The value for T2* can be interactively altered in cell F5, with reasonable values between 0.1 and 10 seconds. Column F evaluates the decay itself, which is shown in the bottom graph of the second column of graphs (you may have to scroll a little). The cell formula is:

=EXP(-B7/$F$3)
Or in mathematical equation format
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The resulting FID is then evaluated in column G using the cell formula =(C7+D7+E7)*F7 or
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and shown in the Top graph of the second column of graphs. 

Routinely, an apodization function is first applied to the raw FID before Fourier transformation. This means that a point by point multiplication of the FID with a so-called “window function” (or “filter function”) is carried out. This data processing step can either increase the spectral resolution on the cost of signal to noise or boost the signal intensity (increased signal to noise) on the cost of decreased spectral resolution.  There are many different kinds of window functions in use having typically just one or two parameters for adjustment.  In the spreadsheet an exponential type window function of the form
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having two interactively adjustable parameters a (cell H4) and b (cell I4) is used for illustration. The window function is evaluated in column H with the cell formula =EXP($H$4*B7)*EXP(-$I$4*B7^2) and is shown in the bottom graph of the third column of graphs. The new “Filtered FID” is evaluated in column I using the cell formula =G7*H7, i.e.,
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and the effect of the window function on the FID can be seen in the top graph of the third column of graph labeled “Final FID” (as long as the receiver cut-off setting is set to a high value).  Reasonable values for the window function parameters a and b are between 0 and 1 for a, and 0 and 10 for b. When a and b are set to 0, the original FID remains unchanged. 
To illustrate what happens when the FID signal is too large for the receiver of an NMR instrument, i.e., when the receiver gain setting of the instrument is set too low, an additional spreadsheet evaluation is done in column J (“Receiver FID”) with cell formula (J7)
=IF(I7>$J$4,$J$4,IF(I7<-$J$4,-$J$4,I7))

In each row a check is made if the amplitude of the FID is above a threshold value labeled as “Receiver cut-off” in cell J4, or below the negative of the value in J4. If yes, the value is changed to the J4 value or –J4 value, respectively. Otherwise the FID value is left unchanged. For spreadsheet evaluation simplicity the Filtered FID in column I is used rather than the raw fit in the G column. Thus, the window function coefficients a and b should be set to zero for inspecting effects of the receiver cut-off setting.) If you desire more information on the use of IF statements in spreadsheet calculations then see the text that can be found on this subject in the Microsoft Excel Help menu.  You may also want to check out information on the available options for protecting a spreadsheet, since each spreadsheet in the Excel file is protected. If you desire to modify the spreadsheet or make other changes, you would need to unprotect the spreadsheet, by choosing “unprotect sheet” under the Protection option of the Tools menu.
Part B: How the Fourier transformation works

The outcome of the Fourier transformation of the FID is shown in the middle graph of the second column of graphs, and the outcome of the Fourier transform of the “Final FID”, after application of the window function or the receiver cut-off, is shown in the middle graph of the third column of graphs.

Columns M-HD are used to evaluate the Fourier transforms, where rows 7 to 506 are used for the FID and rows 509 to 1008 for the ”Final FID”.  The principle idea behind a Fourier transform is to multiply the FID point by point with a series of cosine (or sine) trial functions of varying frequencies. If the frequency of the trial function is totally different from any of the frequencies of the waves present in the FID, the resulting point-by-point multiplication will lead to about just as many values that are greater than zero as there are values that are less than zero. If, however, the frequency of the trial function is identical to the frequency of one of the present waves in the FID, then we obtain for this component an overall function, y(t,ftrial), of the form cos2(2(ft). This function is always positive (we assume no differences in phases at this point).  Thus, to see if a particular frequency is present or not in our FID, i.e., to obtain the usual spectrum, all we have to do is to sum up the result of each multiplication of the FID with a trial function and plot the value of this summation against the frequency of the cosine trial function used. Whenever the frequency of the trial function is right, or at least close to be right, we obtain a positive value as a result. Whenever the frequency of the trial function is off, we obtain a value of zero or at least close to zero. 

Now let’s look what is actually coded into the spreadsheet. Beginning at column M, there is first simply an index number listed on row 5, for ease of identification of the cosine trial function. The index runs all the way to 200, so we have a total of 200 trial functions. (Of course, one could increase the number of trial functions if one so desires. However the maximum number of columns Excel currently allows is 256, so not too many more.) The increment by which the trial frequencies are increased can be interactively chosen in cell K4.  Row 6 then evaluates accordingly the trial frequencies by multiplying the index value with the chosen increment value in cell K4.

As an example, the cell formula for M7 is  =COS(2*PI()*M$6*$B7)*$G7 which mathematically expressed is
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This is repeated in column N with the next trial frequency and so on, 200 times all the way through column HD. Several of these columns that evaluate y(t,ftrial) are actually plotted. (200 plots showing all of them would be a bit much…). You may want to closely inspect these graphs to see the difference between cosine trial functions with matching and non-matching frequencies. The ones that match frequencies with frequencies present in the FID will show more values greater than zero (when phasing in cell B3 is set to zero). 

In row 3, columns M-HD, the entries of rows 7-506 from the evaluation of equation 6 are summed up, i.e., the cell formula is for example =SUM(M7:M506) or
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The values in M-HD of row 3 are then plotted against the trial frequencies in M-HD of row 6 and shown in the middle graph of the second column of graphs.  Typically, textbooks only show a mathematical equation like 
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to explain how a spectrum is obtained. Hopefully, with the spreadsheet and the provided explanations as well as remembering that an integral is principally equivalent to a summation, equation 8 makes much more sense now.  To speed up computational time, today’s software uses fast Fourier transform (FFT) approximations for equation 8, which were first introduced by Cooley and Turkey in 1965.8 A final word to the effect of phasing: If the phase of the FID is off from the phase of the trial function, which is usually the case of actual NMR FIDs, the value of the summation in equation 7 will depend on the phase. As a particular example, if the FID and the trial functions are by ( radians out of phase then recall that 
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Thus, the spectrum will appear to be inverted, such that all lines are below zero. As another particular example, if the FID and the trial functions are by (/2 radians out of phase then recall that
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because sine and cosine of same arguments are orthogonal functions. However, as the frequency of the trial functions deviate somewhat from the wave frequency present in the FID the multiplication of the sine and cosine functions in equation 10 of now differing values for f will result in non-zero values. Rather then the “absorption” shape we are used to seeing in processed spectra, the resulting line in the spectrum will be of what is called “dispersion” shape with smaller than zero values on one side of the resonance frequency and values larger than zero on the other.   
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